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Preview



Mechanism of demand-driven output: OCCUPANCY

• Standard New Keynesian models:

demand ↑ =⇒ intensive-margin utilization︸ ︷︷ ︸
work hours, machine intensity

↑ =⇒ output ↑

• Our mechanism, OCCUPANCY:

demand ↑ =⇒ extensive-margin activation︸ ︷︷ ︸
seats, tables, rooms, slots

↑ =⇒ output ↑
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Occupancy and profit margins (SALES/COGS)
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Headline contributions of this paper

• Theory:

• directed search in New Keynesian model

• sufficient statistics for aggregate magnitude

• Identification:

• micro evidence as inputs for sufficient statistics

• ruling out fixed cost, price adjustment, and capital utilization

• Macro implications:

• better model fit relative to Christiano et al. (2016)

• endogenous productivity, procyclical markups, and flatter NKPC
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Theory



Model primitives and real-world counterparts

In the model Dining out over a quarter

Total spending e Quarterly dining-out budget

Markets indexed by (p, q) Price tier and “how busy” it looks

The set of all Markets Φ All restaurants open this quarter

Directed search

Consumption per match c(p, q) Purchase per meal (entrées + drinks + dessert)

Search d(p, q); aggregate D(p, q) Restaurant visits; sum across all consumers

Number of locations J(p, q) Total seat-shifts over the quarter

Tightness q = D(p, q)/J(p, q) Diners chasing each seat-shift

Matches per location ψ f(q) Fraction of seat-shifts filled (table occupancy)

Matches per search unit ψh(q) Probability your dining attempt seats successfully

Responses to spending e rises

e ↑ ⇒ c(p, q) ↑ + d(p, q) ↑ Dining budget ↑ ⇒ orders per meal ↑ + restaurant visits ↑
c(p, q) ↑ ⇒ N(p, q) ↑ (input rise) Orders per meal ↑ ⇒ chefs and staff hired ↑
d(p, q) ↑ ⇒ q ↑ ⇒ ψ f(q) ↑ Restaurant visits ↑ ⇒ tables occupancy ↑

d ln MARGIN ∝ d ln TFP ∝ d ln ψ f(q) What we observe: SALES/COGS
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Directed search over many markets

• Love-for-variety preferences:

cA ≡
( ∫

Φ
d(p, q)ψh(q) c(p, q)

1
ρ dp dq

)ρ
, with ρ > 1

dA ≡
∫

Φ
d(p, q) dp dq

• Spending e across the set of markets Φ:

v(e, Φ) = max
{c(p,q),d(p,q)}≥0

U(cA, dA)

s.t. e =
∫

Φ
d(p, q)ψh(q) p c(p, q) dp dq

5



Nice properties of the optimal search

• The key first-order condition:

− ∂dA U
∂cA U

· dA = (ρ − 1) · cA

• Households only enter the markets that maximize

p ψh(q)−(ρ−1)

• Indifference locus: demand schedules c̃(e, v, p) and q̃(e, v, p) satisfy

∂ ln [p c̃(e, v, p)]
∂ ln p

= − 1
ρ − 1

,
∂ ln ψh[q̃(e, v, p)]

∂ ln p
=

1
ρ − 1
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Optimal pricing subject to demand schedules

• Linear production technology + Rotemberg pricing cost κ̃:

Ω(e, W, v, p−) = max
p

{(
p ψ f[q̃(e, v, p)

]
− W

)
c̃(e, v, p)− κ̃

( p
p−

)
e
}

• The key first-order condition:

κ̃′
( p

p−

) p
p−

=
ρ

ρ − 1
· p ψ f(q) c

e
·
( 1

Γ
− 1

Γflex

)
where Γflex ≡ gross desired markup

Γ ≡ gross actual markup

• Pricing elasticity: εmicro
price ≡ ∂ ln Γflex−∂ ln Γ

∂ ln ψ f(q)

∣∣∣
ss
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Sufficient-statistic mapping in symmetric equilibrium

Real spending ↑ Search ↑ Tightness ↑ Measured TFP ↑
εmicro

search 1 εmicro
occu

−εmicro
search (ε

micro
occu + εmarkup)

εmicro
search elasticity of search activity w.r.t. real spending

εmicro
occu elasticity of occupancy-driven TFP w.r.t. market tightness

εmarkup steady-state markup, = Γss − 1

εmacro
TFP =

εmicro
search εmicro

occu

1 + εmicro
search (ε

micro
occu + εmarkup)
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Identification



Three inputs to discipline

1. Search elasticity εmicro
search

• Visa-card (Dolfen et al., 2023): 1% spending ⇒ 0.6% distinct merchants

• Income shocks (Michelacci et al., 2022): 40% of response is new products

• Benchmark εmicro
search = 0.50

2. Steady-state markup wedge εmarkup

• De Loecker et al. (2020), pre-2008 sample: εmarkup = 0.34

3. Occupancy elasticity εmicro
occu – new, our estimate from Compustat

• Auxiliary pricing elasticity εmicro
price , needed to interpret Compustat:

airline load factors (Sengupta and Wiggins, 2014): εmicro
price ≈ 0.20
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Occupancy elasticity: identification challenge

• The estimand: elasticity of occupancy-driven productivity w.r.t. tightness

• Latent occupancy rate not directly observable for most firms; but it’s an
intermediate object the theory does not require us to observe

• Two model-implied mappings:

• firm sales ↔ market tightness

• SALES/COGS ↔ occupancy-driven productivity

• Firm-level accounting evidence is direct evidence for the object the
sufficient statistic actually requires
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Mapping tightness to SALES

• Directed search property: along household indifference locus,
reallocating search effort across markets does not affect total spending

∆ ln p + ∆ ln c̃ + ∆ ln ψh = 0

• Combined with ψ f = q ψh (CRS) and SALES = p c̃ ψ f :

∆ ln q = ∆ ln SALES

• Follows from household optimality alone

• Holds regardless of firm-side heterogeneity
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Mapping productivity to SALES/COGS

• Output rises as more capacity is activated

• Holding variable cost per unit of capacity fixed, higher occupancy raises real
output per unit of capacity cost

• Captured by SALES/COGS

• COGS = variable production costs scaling with capacity

• Excludes overhead and fixed costs (under U.S. GAAP for service firms)

• Why accounting data:

• Consistent coverage at required frequency

• Avoids production-function estimation (challenging in services)

• Output-price adjustment can affect measured elasticity

• Corrected via industry price flexibility
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Empirical specification

• Allowing pricing responses to scale with industry price flexibility g(FLEX):

∆ ln
(

SALES

COGS

)
f jt

= α f + τjt

+ εmicro
occu ·

[
1 + g(FLEXj) εmicro

price
]
∆ ln(SALES) f jt + ε f jt

• α f : firm fixed effects

• τjt: industry-by-time fixed effects

• IV: seasonality-based shift–share design

• Predetermined firm-level seasonal exposure × seasonal dummies

• Likely conservative: any seasonal pattern in COGS dampens SALES/COGS

movement
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Baseline results

(1) (2) (3) (4)
OLS Baseline IV εmicro

price = 0 2008–2024

Pricing-adjusted ∆ ln SALES f jt 0.22 0.25 0.27 0.38
(0.02) (0.07) (0.07) (0.08)

No. of Obs. 14,263 14,263 14,263 33,559
KP Wald F 43.51 48.97 50.42

• Baseline IV: εmicro
occu ≈ 0.25

• Robust to dropping pricing correction and to extended post-2007 sample

• Strong first stage (Kleibergen–Paap statistic)
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Sectoral validation: goods vs services

εmicro
price = 0.2 εmicro

price = 0.0

Goods Services Goods Services

Pricing-adjusted ∆ ln SALES f jt -0.01 0.36 -0.01 0.39
(0.03) (0.10) (0.03) (0.11)

No. of Obs. 10,564 3,699 10,564 3,699
KP Wald F 28.60 25.47 31.12 28.94

• Virtually zero in goods, large and precise in services

• Consistent with occupancy mechanism: operates where output is tied
to contemporaneous matching
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The role of the sectoral split

• The services regression is the identifying step

• IV design + fixed effects + low-flex subsample + ruling out utilization

• Goods near-zero = successful validation

• Mechanism doesn’t operate in goods, OR

• It does, but inventory buffering severs activation → measured productivity

• Which story of the two is irrelevant for the identification of our mechanism

• The contrast rules out confounders that are uniform across sectors
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Stress tests: εmicro
occu is not an artifact of regression specifics

Specifications εmicro
occu , goods εmicro

occu , services εmicro
occu , whole εmacro

TFP

Panel A: Baseline and Extended Samples
Baseline −0.009(0.030) 0.362(0.100) 0.248(0.067) 0.096

2008–2024 0.033(0.031) 0.499(0.095) 0.375(0.080) 0.138
1985–2024 0.013(0.024) 0.442(0.083) 0.320(0.061) 0.120

Panel B: Stress Tests — Price and Cost Assumptions
Double εmicro

price −0.008(0.027) 0.338(0.093) 0.230(0.063) 0.090

naics2d×qdate 0.027(0.024) 0.475(0.081) 0.267(0.052) 0.103

Panel C: Stress Tests — IV Construction and Sample Trimming
Quarantine +10q −0.006(0.038) 0.373(0.106) 0.282(0.075) 0.107

Training +10q −0.018(0.031) 0.350(0.094) 0.240(0.063) 0.093
No shrinkage −0.010(0.034) 0.343(0.094) 0.200(0.056) 0.079

p(10 90) trimming 0.016(0.025) 0.685(0.084) 0.292(0.074) 0.111
Flex2d not missing 0.050(0.034) 0.352(0.079) 0.189(0.041) 0.075
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Two within-services confounders ruled out

• Fixed costs cannot account for the elasticity:

• U.S. GAAP service COGS = variable costs (labor, supplies, subcontractors)

• Data check: SALES/COGS distribution similar across goods and services

• Price adjustment alone cannot explain it:

• Elasticity remains large and significant in industries with FLEXj ≤ 1/3

• Also rules out price-mediated alternatives (e.g. quasi-fixed input adjustment)
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Capital utilization cannot generate this elasticity

• Utilization-only: costly intensive capital usage

• Analytical result:

• Cannot generate a positive firm-level SALES/COGS elasticity under standard
utilization-cost specification

• Even pushing utilization response to upper bound: negative aggregate labor
productivity elasticity

• Bottom line: occupancy and capital utilization are distinct mechanisms
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Macro implication: εmacro
TFP ≈ 0.10

Moment Value Source

εmicro
search 0.50 Dolfen et al. (2023); Michelacci et al. (2022)

εmicro
occu 0.25 Our baseline IV

εmicro
price 0.20 Sengupta and Wiggins (2014)

εmarkup 0.34 De Loecker et al. (2020) (pre-2008)

• Plug into sufficient-statistic mapping:

εmacro
TFP =

εmicro
search εmicro

occu
1 + εmicro

search(ε
micro
occu + εmarkup)

≈ 0.10

• A 1% rise in real spending raises measured TFP by ∼0.10%
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Macro Implications



Embed in a medium-scale NK model

• Question: does the micro-disciplined mechanism remain quantitatively
relevant once standard propagation channels are in place?

• Fixed costs, capital utilization, investment adjustment cost, habit formation,
Calvo wage, Taylor rule, stochastic technology trends

• Approach: Christiano et al. (2016) model plus search-occupancy block

• Occupancy-related parameters disciplined by micro evidence

• Steady-state parameters calibrated to the corresponding targets

• Propagation parameters estimated in Bayesian IRF matching
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Bayesian impulse response matching

• 2 departures from Christiano et al. (2016):

1. Include labor productivity and labor share as estimation targets

2. Allow GDP deflator to reflect investment price dynamics

• 4 model variants via mechanism switchers:

1. None

2. Occu alone

3. Util alone

4. Occu + Util
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Headline estimation results

None
Occu
alone

Util
alone

Occu
+Util

Log marginal likelihood 214.2 295.8 274.3 322.5
∆ vs. None — +81.6 +60.1 +108.3

Neutral technology shock 100σn 0.43 0.31 0.38 0.34
Markup cyc under MP shocks − − − +

Rotemberg cost parameter κ 42 42 42 24
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Endogenous productivity under MP shocks

Occupancy	+	Capital	utilization
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Procyclical markups under MP shocks
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NKPC with occupancy

• Log-linearizing firm’s pricing condition:

d ln Π =
1

(εmarkup + εmicro
occu ) κ

(
d ln

MCcap

P
+ εmicro

price d ln ψ f
)
+ β E[d ln Π′]

• Without occupancy: slope = 1
0.34 κ

• Benchmark with occupancy: slope = 1
0.59 κ

• Post-2007 occupancy elasticity: slope = 1
0.71 κ
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Conclusion



Main takeaways

• Occupancy mechanism modeled as directed search in product market,
with sufficient-statistics gauging the magnitude (εmacro

TFP ≈ 0.10)

• Evidence of SALES/COGS disciplines the occupancy mechanism and
rules out fixed cost, price adjustment, and capital utilization

• Three structural implications:

• Endogenous productivity

• Procyclical markups under monetary policy shocks

• NKPC slope flattens at unchanged nominal rigidity
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Open issues

• Direct measurement of occupancy

• Satellite images and thermal records

• Good sector occupancy

• Tightness-driven inflation

• Quick deflation response in recession

• Inflation propagates towards upstream
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Thank You !

Questions & Comments Welcome
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