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A. Details of the Static Model

Matching structure. The matching function ψ(D, J) is CRS. Hence

ψ(D, J) = J ψf (q) = D ψh(q), where q ≡ D/J.

Thus ψf (q) = q ψh(q), which implies

d lnψh(q)
d ln q = d lnψf (q)

d ln q − 1 ≡ E(q) − 1.

A.1. Characterization of the Indifference Locus

Indirect utility of the household depends on the following tightness-adjusted price

min
(p,q)∈Φ

{ψh(q)1−ρp}.

Inverting the indirect utility function yields the boundary condition

ψh(q)1−ρp = Ξ(v) e,

which defines the indifference locus Φ(e, v). Solving gives tightness and demand schedules

qe(e, v , p) = (ψh)−1
(
Ξ(v)

1
1−ρ

(p
e

) 1
ρ−1
)

, ce(e, v , p) ∝
(p

e

)− ρ
ρ−1

.

A.2. Characterization of the Markups

The partial elasticities of the tightness and demand schedules qe(e, v , p) and ce(e, v , p) are:

∂ ln ce(e, v , p)
∂ ln p = − ρ

ρ− 1 , ∂ ln qe(e, v , p)
∂ ln p = − 1

(ρ− 1)(1 − E(q)) .
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Solving the firm’s profit maximization problem, using the two elasticities above, yields the desired gross markup
Γflex and the corresponding steady-state markup εmarkup, respectively:

Γflex = ρ [1 − E(q)], εmarkup = ρ [1 − E(qss)] − 1.

A.3. Generalized Sufficient-Statistic Mapping

This appendix derives the sufficient-statistic mapping. The mapping holds for any utility U(cA, dA)—covering
GHH and CRRA with wealth effects—for any CRS matching technology, any share of search that requires no
effort, and any share of production capacity that does not need to be pre-installed. Both extensions are reported
in App. I.2.

These specifications share the first-order condition of the household

−∂dAU
∂cAU · dA = (ρ− 1) · cA. (A.1)

In the symmetric equilibrium with a single active market (P, Q), the CES aggregator with love-for-variety preference
for cA combined with the budget constraint of the household yields a log-linearized relation

d ln(cA) = d ln(e) − d ln(P) + (ρ− 1) [d ln(dA) + d lnψh(Q)]. (A.2)

Combining the log-linearized version of Equation (A.1) with Equation (A.2) and εmicro
search ≡ ∂ ln(dA)

∂ ln(e)

∣∣∣
ss

yields

(εmicro
search)−1 · d ln(dA) = d ln(e) − d ln(P) + (ρ− 1) d lnψh(Q),

which depends only on the love-for-variety preference but not on how εmicro
search is generated in a particular model.

Using Ess ≡ E(Qss) for any CRS matching function and the equilibrium consistency condition Q = dA,

d lnψf (Q)
d ln(e/P) = Ess

(εmicro
search)−1 + (ρ− 1)(1 − Ess)

.

When a fraction of production capacity is available on demand rather than pre-installed (as in goods-producing
sectors), the occupancy rate ψf translates into measured TFP with a less-than-one elasticity. This elasticity is
common across εmacro

TFP and εmicro
occu and therefore cancels in the ratio. Therefore,

εmacro
TFP = εmicro

occu
(εmicro

search)−1 + (ρ− 1)(1 − Ess)
.

From the firm’s first-order condition, we can verify that the reduction of εmicro
occu due to on-demand capacity is offset

by the rise in εmarkup, which maintains (ρ− 1) (1 − Ess) = εmarkup + εmicro
occu . As a result,

εmacro
TFP = εmicro

occu
(εmicro

search)−1 + εmarkup + εmicro
occu

= εmicro
search ε

micro
occu

1 + εmicro
search (εmarkup + εmicro

occu )
.
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Worked example: habit-GHH with investment. The quantitative model uses the habit-GHH composite

U = ln(m − ςm−) − η
ℓ1+ξ

1 + ξ
, m = cA − ζ

(dA)1+ν

1 + ν
.

Habit makes utility intertemporal, but it factors out of the marginal rate of substitution between search and the
aggregate inside m:

−∂dAU
∂cAU = ζ(dA)ν .

With investment, the static search FOC therefore becomes

ζ(dA)1+ν = (ρ− 1)
(
cA + xA

zx

)
.

Combining this condition with

d ln
(
cA + xA

zx

)
= d ln(e/P) + (ρ− 1)

[
d ln(dA) + d lnψh(Q)

]
gives

[(1 + ν) − (ρ− 1)] d ln(dA) = d ln(e/P) + (ρ− 1)d lnψh(Q), εmicro
search = 1

(1 + ν) − (ρ− 1) .

Thus the medium-scale baseline preserves the one-dimensional search mapping from the static environment. The
split between cA and xA/zx affects equilibrium quantities, but does not enter the habit-GHH search FOC separately.
Habit formation, capital accumulation, and expectations therefore do not add further objects to the within-period
mapping from real spending to search effort and occupancy.

B. Detrended Full Dynamic Equilibrium Conditions

This appendix collects the equilibrium conditions of the model in Section 4 (occupancy plus capital utilization), in
detrended stationary form. The aggregate state is

S =
(
K−1, b−1, m−1, xk

−1, R−1, zn, zx , ϵR
)
,

with (K−1, b−1, m−1, xk
−1, R−1) predetermined and the remainder evolving exogenously. Rotemberg pricing makes

a price-dispersion state unnecessary; aggregate inflation summarizes pricing dynamics. The Bayesian estimation is
run on the stochastic-trended counterpart introduced below.

B.1. Stochastic Trends

Exogenous growth factor of neutral technology (µn ≡ zn/zn
−1):

lnµn = lnµn
ss + σn

100 ϵ
n, where ϵn ∼ N (0, 1). (A.3)
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Exogenous growth factor of investment-specific technology (µx ≡ zx/zx
−1):

lnµx = ρx lnµx
−1 + (1 − ρx ) lnµx

ss + σx
100 ϵ

x , where ϵx ∼ N (0, 1). (A.4)

Trend growth factor of output (µy ):

lnµy = lnµn + α

1 − α
lnµx . (A.5)

Trend growth factor of capital (µk):

lnµk = lnµy + lnµx . (A.6)

Normalizer of search disutility (zd):

ln zd = 0.99 (ln zd
−1 − lnµy ). (A.7)

B.2. Household Block

Intratemporal condition:

(dA)1+ν = ρ− 1
ζ

cA + xA

zd . (A.8)

Technology of search for variety:

I = dA ψh(Q), with consistency condition Q = dA. (A.9)

Maintenance cost of capital utilization:

xk = xA − δ̃
K−1
µk , where δ̃ ≡ σaσb

2 (uk − 1)2 + σb (uk − 1). (A.10)

Optimality of capital utilization:

rk = I1−ρ δ̃uk , where δ̃uk ≡ σaσb (uk − 1) + σb. (A.11)
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Bond Euler equation (with M as the SDF):

1 = Rb E
[M+1
Π+1

]
. (A.12)

where m ≡ cA − ζ zd (dA)1+ν

1 + ν
,

m̃ ≡ m − ς
m−1
µy ,

Υ ≡ Iρ−1 [m̃−1 − β ς (m̃+1µ
y
+1)−1],

M ≡ βΥ

Υ−1 µy .

Capital Euler equation:

qk = E
[
M+1

rk
+1 uk

+1 − I1−ρ
+1 δ̃+1 + qk

+1 (1 − δ)
µx

+1

]
. (A.13)

Optimality of investment:

I1−ρ = qk (1 − Ã − ÃGx Gx ) + E
[
M+1 qk

+1 ÃGx ,+1
(Gx

+1)2

µx
+1

]
, (A.14)

where Gx ≡ xk

xk
−1

µk ,

B̃ ≡ exp
(√

A (Gx − µk
ss)
)
,

Ã ≡ 1
2
(
B̃ + B̃−1)− 1,

ÃGx ≡
√

A
2
(
B̃ − B̃−1).

Capital accumulation:

K = (1 − δ) K−1
µk + (1 − Ã) xk , (A.15)

B.3. Calvo Wage Block

Auxiliary recursive objects (let εw ≡ ρw
ρw −1 be the elasticity of substitution between labor varieties):

H1 = η (wεw L)1+ξ + βθw E
[
(Π+1µ

y
+1)εw (1+ξ) H1

+1
]
, (A.16)

H2 = Υwεw L + βθw E
[
(Π+1µ

y
+1)εw −1 H2

+1
]
, (A.17)

Optimal wage setting:

(w#)1+εw ξ = ρw
H1

H2 , (A.18)
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Law of motion for real wage:

w1−εw = θw
( w−1
Πµy

)1−εw
+ (1 − θw ) (w#)1−εw . (A.19)

B.4. Firm Block

Capacity constraint under overhead capacity and Rotemberg cost:

Y = A
(
uk K−1

µk

)α
L1−α − ϑ− κ̃, where κ̃ ≡ κ

2 (Π − Πss)2 I Y. (A.20)

Optimal capital-labor ratio under competitive factor markets:

rk uk K−1/µ
k

w L = α

1 − α
. (A.21)

Real marginal cost of capacity under Cobb-Douglas technology (in detrended variables, so the neutral technology
level zn is absorbed into the wage w):

mccap = 1
A
( rk

α

)α ( w
1 − α

)1−α
. (A.22)

New Keynesian Phillips curve with the occupancy mechanism:

Π(Π − Πss) − E
[
M+1

I+1 Y+1
I Y

µy
+1 Π+1(Π+1 − Πss)

]
= 1

(ρ− 1)(1 − φ)κ ·
{ 1 − φ

1 − E(Q)
[
ρ
(
1 − E(Q)

) mccap

I
− 1

]
+ κ̃ (ρmccap − 1)

}
. (A.23)

B.5. Monetary Policy and Market Clearing

Taylor rule (ex-ante rate with contemporaneous effects, plus ex-post FFR shocked by monetary policy):

ln Rb = ln FFRss + ρR(ln FFR − ln FFRss) + (1 − ρR)
[
ϕπ(lnΠ − lnΠss) + ϕy (ln Y − ln Yss)

]
, (A.24)

ln FFR = ln Rb
−1 − σR

400 ϵ
R , ϵR ∼ N (0, 1). (A.25)

Labor and capital markets clear by construction; in goods and bonds:

Y = I−ρ (cA + xA), b = 0. (A.26)
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C. Production Accounting with Occupancy, Utilization, and Fixed Costs

This appendix reports the production accounting identity underlying the decomposition in Figure 2. The key feature
is that the realized output (real GDP) depends on (i) occupancy, (ii) capital utilization, (iii) fixed production costs
(as overhead production capacity), (iv) capital input, and (v) labor input.

C.1. Realized Output and the Fixed-Cost Wedge

In the medium-scale model, firms install production capacity according to

Y = F (K s , N) = A (K s)α(znN)1−α − ϑ ≡ Yg − ϑ, (A.27)

with capital services K s = u K . The realized output scales with the occupancy rate and excludes the cost of
capital utilization (treated as intermediate inputs), so

Y = ψf [A (u K )α (zn N)1−α − ϑ
]

− δ̃(u) K . (A.28)

Define a steady-state gross-to-net wedge

χ ≡ Yg
ss

Yg
ss − ϑ

= Y + ϑ

Y
= 1 + ϑ

Y
> 0, (A.29)

where ϑ
Y is the steady-state share of fixed costs that amplifies the changes of real GDP Y .

C.2. Log-linear Decomposition

Let the technology shock zn and the normalizer A be constant. Log-linearizing Equation (A.28) around the steady
state yields

d ln Y = d lnψf + χ d ln Yg − (1 + εmarkup)−1 α d ln u, (A.30)

where χ is defined in Equation (A.29). Since

d ln Yg = d ln A + α d ln u + α d ln K + (1 − α) d ln N,

we obtain the accounting decomposition underlying Figure 2:

d ln Y = d lnψf︸ ︷︷ ︸
Occupancy

+ [1 − (1 + εmarkup)−1]α d ln u︸ ︷︷ ︸
Capital utilization

+ (χ− 1) d ln Yg︸ ︷︷ ︸
Fixed production costs

+ α d ln K︸ ︷︷ ︸
Capital input

+ (1 − α) d ln N︸ ︷︷ ︸
Labor input

, (A.31)

D. Deriving the Phillips Curve with Occupancy

This appendix derives the inflation equation reported in Equation (25). The key difference relative to a standard
Rotemberg–New Keynesian model is that the firm’s desired markup is no longer constant: it depends on market
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tightness through the occupancy rate ψf (Q), which affects effective marginal cost and the pricing tradeoff.

D.1. Firm Problem and Pricing First-Order Condition

Consider the symmetric equilibrium in which all firms choose the same price Pt and therefore operate in a common
market (Pt , Qt).

Optimal pricing yields the desired gross markup under flexible prices:

Γflex = ρ
[
1 − E(Q)

]
, where E(Q) ≡ d lnψf (Q)

d ln Q . (A.32)

The first-order condition of the firm’s problem in Equation (16), after imposing symmetric equilibrium and
omitting second-order terms for clarity, becomes

κΠt(Πt − Πss) = ρ

ρ− 1 ·
( 1
Γt

− 1
Γflex

t

)
+ β κEt

[
Πt+1(Πt+1 − Πss)

]
+ o(1), (A.33)

which follows the standard Phillips curve under Rotemberg pricing, in the sense that the gap between desired
markup and markup drives inflation, while the elasticity of substitution between goods varieties determines the
slope. The occupancy mechanism makes a difference in the expressions of markup Γ and desired markup Γflex.

Using Πss = 1 and Γflex
ss = 1 + εmarkup, we log-linearize Equation (A.33) around the non-stochastic steady

state to obtain

d lnΠt = ρ/(ρ− 1)
(1 + εmarkup)κ · d ln Γflex

t
Γt

+ β Et [d lnΠt+1]. (A.34)

D.2. Occupancy and the Inflation Driver

Using gross markup Γ = P/MC = P ψf (Q)/MCcap, the driver of inflation in Equation (A.34) satisfies

d ln Γflex
t
Γt

= d ln MCcap

P + d ln 1 − E(Q)
ψf (Q) ,

which indicates that the occupancy mechanism lowers inflation by introducing an endogenous TFP via ψf (Q) and
an endogenous desired markup via 1 − E(Q). Because d ln 1−E(Q)

ψf (Q) = εmicro
price d lnψf (Q), the two occupancy terms

combine into a single sufficient statistic. Therefore, we can decompose the inflation driver into two components:
(i) the real marginal cost of production capacity, and (ii) the pricing effect of occupancy, as in the following

d ln Γflex
t
Γt

= d ln MCcap

P + εmicro
price d lnψf (Q). (A.35)
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D.3. Occupancy and the Inflation Slope

Given the steady-state restriction linking the markup wedge to the elasticity of substitution and the occupancy
elasticity,

εmarkup = ρ (1 − φ) − 1, εmicro
occu = φ,

a higher εmicro
occu under the same εmarkup corresponds to a larger ρ, leading to a smaller elasticity of substitution

ρ/(ρ− 1) and mechanically flattening the slope of Equation (A.34) even if price rigidity κ is unchanged.

To isolate the effect of εmicro
occu from occupancy, we rewrite the slope as

ρ/(ρ− 1)
(1 + εmarkup)κ = 1

(εmarkup + εmicro
occu )κ , (A.36)

in which the occupancy elasticity directly reduces the sensitivity of inflation to the real marginal cost of production
capacity.

Substituting Equations (A.35) and (A.36) into Equation (A.34) yields

d lnΠt = 1
(εmarkup + εmicro

occu )κ ·
(
d ln MCcap

t
Pt

+ εmicro
price d lnψf (Qt)

)
+ β Et

[
d lnΠt+1

]
.

which is Equation (25) in the main text.

E. Distinguishing Occupancy from Capital Utilization

This appendix establishes that capital utilization alone cannot account for either the micro or macro evidence.
The objective is to show that the occupancy mechanism captures a distinct margin that cannot be replicated by
utilization under standard specifications. The argument proceeds by deriving tight bounds on the implications of
utilization-only models.

Throughout, we follow Christiano et al. (2016) in assuming that labor inputs can be flexibly adjusted at
the marginal cost of a nominal wage W . This assumption is consistent with our focus on predictable seasonal
fluctuations in fixed-effect panel regressions: because seasonal demand shifts are anticipated, firms can plan
staffing adjustments in advance, making within-quarter labor reallocation a reasonable maintained hypothesis.

E.1. A Utilization-Only Prediction for the ∆ ln(SALES/COGS) Regression

In seasonal frequencies, let K and zn be fixed, so that the production technology becomes

Y = A uα N1−α − ϑ.

With firm-level price p, sales is

sales = p Y.
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Let N denote overhead labor and assume N/Nss = ϑ/Yss ≡ χ. Then

d ln(N − N) = (1 + χ) d ln N.

Accounting and bounding strategy. The key determinant of the regression coefficient is how utilization costs
are accounted for in cogs. To establish a general result, we consider three polar cases that span empirically
relevant specifications in the DSGE literature: (i) no utilization adjustment, (ii) utilization with flat cost borne
outside cogs, and (iii) utilization with flat cost included in cogs. Any convex utilization cost function—including
the CET specification and depreciation-based alternatives—lies between these polar cases and therefore cannot
overturn the bounds derived below.

Case 1: fixed capital utilization u = 1. The cost of goods sold is

cogs = W (N − N).

Consider the most favorable pricing environment for generating a positive comovement—namely fully flexible
prices, which maximizes the contribution of price adjustment to sales. The decreasing returns-to-scale of the
production function implies d ln p = α d ln N. Hence,

d ln(sales/cogs)
d ln(sales) = 1 − d ln[W (N − N)]

d ln p + d ln(A N1−α − ϑ) = 1 − 1 + χ

α+ (1 + χ) (1 − α) ≤ 1 − 1
α+ 1 − α

= 0,

with equality only when χ = 0, i.e., no fixed cost.

A departure from this benchmark with price rigidity further reduces the response of sales relative to cogs,
reinforcing the non-positivity result.

Case 2: flat utilization cost not in COGS. The cost of goods sold remains

cogs = W (N − N).

From the first-order conditions in Equation (A.21), u and N move proportionally in response to demand shocks,
so that effective inputs (u K , N) scale proportionally. The production function therefore exhibits constant returns
to scale in effective inputs, implying d ln p = 0 under flexible prices. Thus,

d ln(sales/cogs)
d ln(sales) = 1 − d ln[W (N − N)]

d ln(A uα N1−α − ϑ) = 1 − (1 + χ) d ln N
(1 + χ) [α d ln u + (1 − α) d ln N] = 0.

Case 3: flat utilization cost in COGS. The cost of goods sold is

cogs = δ̃(u) K + W (N − N).
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We again have proportional movements in u and N. Using first-order conditions in Equations (A.11) and (A.21),

d ln(sales/cogs)
d ln(sales) = 1 − d ln[δ̃(u) K + W (N − N)]

d ln(A uα N1−α − ϑ) = 1 −
α

1−αd ln u + d ln N
α d ln u + (1 − α) d ln N = 1 − 1

1 − α
≤ 0.

The equality holds when α = 0, i.e., no capital is needed in production.

The limit of capital utilization. These three cases jointly deliver a tight bound: under standard specifications
of utilization and accounting treatments of costs, capital utilization alone cannot generate a strictly positive
comovement between sales/cogs and sales in response to demand shocks. Intuitively, higher utilization requires
more complementary labor inputs, raising cogs alongside output (Case 2 or 3); when utilization cannot be fully
adjusted, the additional rise in prices due to higher marginal cost is offset by the dampened rise in output from
decreasing returns to scale, so that sales does not outpace cogs (Case 1).

The value of occupancy. Section 3 disciplines the occupancy mechanism on the basis of Case 2, which is the
most unfavorable case for the size of occupancy mechanism (most favorable for capital utilization), and consistent
with the setup of Christiano et al. (2016) that the convexity of the utilization cost is borne by the households
rather than the firms. According to Equation (13), the model implies that

d ln(sales/cogs)
d ln(sales) = εmicro

occu ·
[
1 + g(flexj) εmicro

price
]
,

which is naturally positive when εmicro
occu > 0 and εmicro

price ≥ 0.

E.2. A Utilization-Only Prediction for the VAR Evidence

The upper limit of capital utilization. To assess the maximal contribution of utilization to aggregate labor
productivity, consider the utilization-only model with σa → 0, which flattens the utilization cost and therefore
maximizes the responsiveness of utilization. Under constant real wage w and capital stock K , the elasticity of
labor productivity with respect to real GDP is

εutil
ℓp = 1 − 1

(1 + χ)[1 − α/(1 + εmarkup)] , where χ = Bϑ.

This expression shows that utilization attenuates decreasing returns by replacing 1 − α with 1 − α/(1 + εmarkup).
However, even under this upper bound, the implied elasticity remains

εutil
ℓp = −0.01 < 0,

under the calibration in Table 5. The sign of this expression is negative whenever Bϑ < α/(1 + εmarkup − α), a
condition that holds for the standard calibration of the capital share and steady-state markup. Hence, utilization
alone is insufficient to account for the empirical evidence on labor productivity response to monetary policy shocks
in our VAR. While the utilization-only impulse responses may fall within the wide 95% VAR confidence bands for
some variables, this reflects the bands’ limited power to discriminate between models; the more fundamental issue
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is that the utilization-only model predicts the wrong sign for labor productivity.

The cost of the upper limit. Achieving this upper bound requires an unrealistically flat utilization cost. Re-
estimating the utilization-only model with the prior distribution of σa tightened by a factor of 100 reduces the log
marginal likelihood from 274.3 to 248.9, a substantial deterioration in model fit. The deterioration in model fit
comes from the impulse response matching under investment-specific technology shocks, with the log likelihood at
the mode dropping from 68.1 to 40.1.

The value of occupancy. Introducing the occupancy mechanism generates an additional rise in labor productivity,
leading to a substantially higher log marginal likelihood of 322.5, as reported in Table 6.

E.3. Utilization Cost as Unobservable Capital Depreciation

Here, we interpret the utilization cost as an acceleration of capital depreciation unobservable on the balance
sheet, a classic setup following the RBC literature à la Greenwood et al. (1988). Under this setup, the utilization
cost does not have to be subtracted from GDP accounting, and hence may improve the performance of the
capital-utilization-alone model.

However, this is not the case because the first-order condition of capital utilization changes from

rk = δ̃uk to rk = qk δ̃uk .

In response to expansionary monetary policy shocks, investment adjustment cost can induce a shadow price of
capital qk rising even more than the rental rate of capital rk , leading to a contraction of capital utilization. As a
result, the log marginal likelihood of the capital-utilization-alone model drops from 274.3 to 261.7, with the log
likelihood at the mode for monetary policy shocks dropping from 116.1 to 64.3.

In contrast, the log likelihood at the mode for investment-specific shocks rises from 68.1 to 97.0, indicating
that modeling capital utilization cost as accelerated capital depreciation improves the model performance under
investment-specific technology shocks, consistent with Greenwood et al. (1988), but at a much larger cost of the
performance under monetary policy shocks.

F. Empirical Evidence

This section provides more details on the empirical discipline for the model’s key mechanism.

F.1. Data Construction

We start from Compustat Quarterly, restrict to 1984 onward (when accounting definitions stabilize), and keep active
U.S.-domiciled firms with consolidated, standardized statements (fic = loc = USA, consol = C, datafmt =

STD, costat = A). Key variables are quarterly sales (saleq), cost of goods sold (cogsq), total assets (atq), and
firm identifiers (gvkey, datadate); industry classification uses NAICS at 2-, 4-, and 6-digit levels. Duplicate
firm–quarter observations are removed.
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To isolate organic dynamics we drop quarters affected by mergers and acquisitions: we reconstruct quarterly
acquisition flows from aqcy, define acquisition intensity as a fraction of total assets, classify observations above a
5% threshold as M&A events, and drop the following two quarters. We then construct ∆ ln salesit , ∆ ln cogsit ,
and ∆ ln(salesit/cogsit), dropping non-positive observations and trimming all three at the 5th/95th percentiles.

The baseline estimation sample further excludes industries with NAICS codes 11, 21, 22, 52, and 99 (sector-
specific accounting or regulatory issues), classifies 2-digit NAICS 31–45 as goods-producing and 48–81 as services,
reserves each firm’s first 20 quarters as a training window for the seasonal-exposure instrument (plus a 10-quarter
quarantine), and requires 6-digit price-adjustment frequencies to be available; we drop singleton industry–quarter
cells, firms with one observation, and observations with missing instruments.

Figure A.1 plots the distributions of sales/cogs and ∆ ln sales separately for goods and service firms. Both
are well-behaved (no mass points, discontinuities, or extreme outliers) and broadly similar across the two groups,
so the estimated sectoral differences are not driven by sample composition.
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Figure A.1: Sample Distributions of Revenue-Based Productivity and Sales Growth

F.2. COGS Measurement in Service Firms

A potential concern is that the ratio sales/cogs may be contaminated by fixed-cost components of cogs —
manufacturing overhead, equipment depreciation, or inventory valuation adjustments — which would make the
ratio co-move with sales due to fixed costs rather than occupancy-driven productivity. Table A.1 documents
that this concern does not arise in service firms: under U.S. GAAP, service-firm cogs comprises only direct
variable costs — labor, supplies, and subcontractor payments — so the cogs measure used in the service-sector
identification of εmicro

occu corresponds closely to the model’s concept of cost of installed capacity.
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Table A.1: Decomposition of Service Firm COGS under GAAP

Decomposition of COGS in service firms Cost type
Direct costs for services

Labor costs: wages and benefits for employees delivering services variable
Supplies: inputs directly consumed in providing services variable
Subcontractor costs: payments to subcontractors for services rendered variable

F.3. Details of the Baseline Regression

The discipline of the occupancy elasticity εmicro
occu is based on the following firm-level model-based relation

d ln(salesit/cogsit) = εmicro
occu ·

[
1 + g(flexj) εmicro

price
]

· d ln(salesit),

when capital utilization takes its strongest form: flat utilization cost not included in cogs. Note that this relation
holds even if cogs contains some quasi-fixed inputs that adjust only in the medium run but not in the short
run. The consequential pricing pressure in sales will be exactly offset by the lack of output expansion due to
decreasing returns-to-scale in the short run under a Cobb-Douglas production function.

Sample weights. Each observation is assigned a weight wfjt = sBEA
st /sCompustat

st , where sBEA
st is the share of BEA

2-digit industry GDP attributed to sector s in year t, and sCompustat
st is the share of Compustat firms in sector

s among all Compustat firms in year t. Dividing the BEA GDP share by the Compustat firm share up-weights
sectors that are under-represented in Compustat relative to their contribution to GDP, and down-weights sectors
that are over-represented, so that the weighted distribution of firm-quarter observations reproduces the sectoral
composition of aggregate output. NAICS codes 32–33, 44–45, and 48–49 are collapsed to their BEA aggregates
(31, 44, and 48, respectively) before computing shares, consistent with BEA reporting conventions.

Firm-level variations. The baseline regression exploits firm-level variation in sales growth driven by heterogeneous
exposure to aggregate demand fluctuations. In particular, the identifying variation arises from differential responses
of firms to common demand shocks, which generate cross-sectional dispersion in d ln(salesit) within narrowly
defined industries and time periods.

This variation is interpreted as demand-driven, rather than cost-driven, as it is instrumented using a seasonal
Bartik design that interacts firm-specific exposure with aggregate seasonal demand shifts. In the model, such
demand variations can be interpreted as preference shocks heterogeneous across varieties but common across
households. The model-implied identity d ln sales = d ln q holds under such preference shocks.

Seasonal Bartik. The instrument is constructed as a shift-share interaction between firm-level seasonal exposure
and calendar-quarter indicators. Firm-level exposure is estimated from the first 20 quarters of each firm’s Compustat
history (the training sample), followed by a 10-quarter quarantine period before the estimation window.

The validity of the instrument relies on two conditions. For relevance, seasonal demand fluctuations must be
non-degenerate and firms must differ in their exposure to them; the strong first-stage relationship (KP Wald F above
43) confirms this empirically. For the exclusion restriction, note that the aggregate component—calendar-quarter
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fixed effects—is common within industry and quarter, so industry-by-time fixed effects absorb any industry-level
variation in production costs. The remaining variation is firm-specific and predetermined: because exposure is
estimated from the training sample and separated from the estimation window by a quarantine period, it cannot
be mechanically correlated with contemporaneous shocks. Moreover, to the extent that a firm’s cost seasonality
is itself driven by its demand seasonality, any seasonal pattern in cogs moves in the same direction as sales,
attenuating sales/cogs rather than inflating it. Any residual cost-side contamination, therefore, biases εmicro

occu

downward, making the IV estimate conservative.

To reduce noise from imprecisely estimated seasonal exposure, the exposure is shrunk toward zero with
weight wi = Fi / (Fi + 10), where Fi is the F -statistic for calendar-quarter dummies in the within-firm training
regression; firms with weak seasonal patterns thereby contribute less to identification. The robustness to omitting
this shrinkage is explored in Table A.6 of Appendix F.4.

Placebo test. We implement a timing-based placebo that breaks the calendar alignment underlying the instrument
by randomly reassigning the quarter labels of each firm’s exposure profile, while holding fixed the within-firm
distribution of exposure magnitudes.

This placebo preserves firm-level exposure magnitudes but removes the correct mapping between exposure
and aggregate seasonal demand fluctuations, which is central to the identifying variation.

Table A.2 reports the results. The first stage collapses sharply, with the coefficient on the instrument falling
from 0.52 to 0.07 and the Kleibergen–Paap Wald F statistic dropping from 43.33 to 1.42. Correspondingly, the
second-stage estimate becomes imprecise and statistically insignificant.

These results support the identifying assumption that the baseline instrument operates through the correct
calendar timing, rather than reflecting spurious correlations in firm-level exposure.

Table A.2: Timing Placebo Test

First stage Second stage
Baseline Placebo Baseline Placebo

IV or ∆ ln(salesfjt) 0.52 0.07 0.25 0.18
(0.08) (0.06) (0.07) (0.30)

No. of Obs. 14,148 14,148 14,148 14,148
KP Wald F – – 43.33 1.42

Notes: The placebo reassigns the quarter labels of each firm’s calendar exposure profile while preserving the within-firm distribution
of exposures. All specifications follow the baseline regression with two-way clustered standard errors. A small fraction of the sample
is lost during the placebo IV construction. We adjust the baseline sample accordingly to equalize sample sizes.

Industry partition. We further examine whether the estimated relationship is driven by particular industries by
estimating the baseline specification separately across 2-digit NAICS sectors.

Table A.3 reports the results. The estimates are positive and economically meaningful in all 2-digit service
industries (NAICS 48-72), but virtually zero in manufacturing (NAICS 31-33).
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Table A.3: Industry Heterogeneity of εmicro
occu when εmicro

price = 0

NAICS2d 31−33 44 48−49 51 53 54−72

∆ ln(salesft) 0.02 -0.07 0.49 0.31 0.55 0.58
(0.02) (0.35) (0.15) (0.05) (0.11) (0.23)

No. of Obs. 32,725 1,511 3,232 1,666 6,058 2,641
KP Wald F 106.29 0.14 18.43 98.58 12.18 44.46

Notes: The sample spans from 1985Q1 to 2024Q4, which is chosen to be longer than the pre-2008 sample for greater statistical
power. Each column reports IV estimates using firms within the indicated NAICS 2-digit industry. All other specifications follow
the baseline regression, including fixed effects, weighting, and two-way clustered standard errors. The Kleibergen–Paap Wald F
statistic assesses instrument relevance; estimates in industries with weak first-stage relationships should be interpreted with caution.

Price flexibility and the occupancy elasticity. Table A.4 examines whether pricing behavior drives the comove-
ment between sales/cogs and sales. If so, the elasticity should be large only in high price-flexibility industries.
The results in Table A.4 are inconsistent with this. In services, the elasticity is large and statistically significant
even in the lowest price-flexibility bin. In goods, the estimates are small and near zero in both the low- and
mid-flex bins where identification is strong.

Table A.4: Industry Partition According to Price Flexibility

Goods Services
flexj [0, 1

3) [1
3 , 2

3) [2
3 , 1) [0, 1

3) [1
3 , 2

3) [2
3 , 1)

∆ ln Salesfjt 0.06 0.01 -0.07 0.51 0.25 0.64
(0.04) (0.03) (0.16) (0.15) (0.10) (0.17)

No. of Obs. 9,911 20,548 3,777 2,617 3,653 7,327
KP Wald F 50.41 47.82 0.46 63.05 34.83 9.20

Notes: The sample spans from 1985Q1 to 2024Q4. Each column reports IV estimates of εmicro
occu with εmicro

price = 0 using firms within
the indicated sector and price-flexibility bin. Goods: NAICS 31–45. Services: NAICS 48–81. flexj bins are defined over [0, 1

3 ),
[ 1

3 , 2
3 ), and [ 2

3 , 1). All other specifications follow the baseline regression, including fixed effects, weighting, and two-way clustered
standard errors. The Kleibergen–Paap Wald F statistic assesses instrument relevance; estimates with weak first-stage relationships
should be interpreted with caution.

F.4. Additional Empirical Support and Stress Tests

The model delivers two further predictions we validate with aggregate time series: (i) a tight relationship between
capacity occupancy and profit margins, and (ii) a positive response of profit margins to demand shocks, especially
in service sectors.

Comovement between occupancy and profit margins. Figure A.2 plots the occupancy (or capacity-utilization)
rate against sales/cogs for lodging (NAICS 721), airlines (NAICS 481111), commercial real-estate rental
(NAICS 5311), and manufacturing (NAICS 31–33). The two series track each other closely in the three service
sectors over 2001–2022 — including the 2008–09 recession and the 2020 COVID shock — but the comovement is
weak or reversed in manufacturing, consistent with the panel regressions in Table 2.

Table A.5 regresses ln(sales/cogs) on ln(occupancy) sector by sector, in levels and first differences. The
coefficient is positive and economically large in lodging, airlines, and rental; small, imprecise, or negative in
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Figure A.2: Comovement between SALES/COGS and Occupancy or Capacity Utilization

manufacturing.
Table A.5: Comovement between SALES/COGS and Occupancy or Capacity Utilization

Lodging Airline Rental Manufacturing
Level Diff. Level Diff. Level Diff. Level Diff.

ln(Occu or Util) 0.31 0.33 1.25 1.13 1.78 4.05 0.10 -0.14
(0.02) (0.02) (0.15) (0.04) (0.96) (1.76) (0.15) (0.04)

No. of Obs. 22 21 22 21 22 21 22 21
Notes: The dependent variable is ln(sales/cogs) in level columns and ∆ ln(sales/cogs) in Diff. columns. The independent
variable is ln(occupancy rate) or ln(capacity utilization rate), so the estimated coefficient is an elasticity. A constant is included
but not reported. Newey–West HAC standard errors are reported in parentheses. Sample: 2001–2022 (level); 2002–2022 (Diff.).

Response of profit margins to aggregate demand shocks. We use the main-business-cycle (MBC) shocks of
Angeletos et al. (2020) — demand shocks identified by the absence of long-run effects on labor productivity, and
statistically more informative than monetary-policy shocks in post-1985 samples. Figure A.3 shows that sales
responds positively to MBC shocks in every sector group, but sales/cogs responds positively and significantly
only in services; the response in goods-producing sectors is indistinguishable from zero. The relative response is
consistent with εmacro

TFP ≈ 0.10.
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Figure A.3: Response of SALES and SALES/COGS to Aggregate Demand Shocks
Notes: Each panel reports the cumulative impulse response of the indicated variable to a one-unit MBC demand shock (Angeletos
et al., 2020), estimated by local projection at quarterly frequency over 1985Q1–2017Q4 using Compustat firm-level data for the baseline
regression in Table 1 aggregated to the sector level. The top row shows the cumulative response of aggregate ln(sales); the bottom
row shows the cumulative response of ∆ ln(sales/cogs), our proxy for occupancy-driven productivity. Columns separate the full
sample (All), goods-producing sectors (NAICS 31–45), and service sectors (NAICS 48–81). Shaded bands report 68% (dark) and 90%
(light) Newey–West confidence intervals.

Stress tests of the baseline regression. Table A.6 reports the estimated εmicro
occu across extended samples and alter-

native specifications: doubling εmicro
price (which compresses εmicro

occu ), coarse industry-time dummies (naics2d×qdate;
allows more industry-level cost variation into the productivity measure), longer quarantine and training windows for
the seasonal Bartik IV, no shrinkage of weak-seasonality observations, stricter trimming, and a sample restricted
to firms with non-missing 2-digit price-flexibility data.

Table A.6: Extended Samples and Stress Tests for the Discipline of εmicro
occu

Specifications εmicro
occu , goods εmicro

occu , services εmicro
occu , whole εmacro

TFP

Panel A: Baseline and Extended Samples
Baseline −0.009(0.030) 0.364(0.101) 0.250(0.068) 0.097

2008-2024 0.033(0.031) 0.496(0.095) 0.373(0.080) 0.137
1985-2024 0.013(0.024) 0.442(0.083) 0.320(0.061) 0.120

Panel B: Stress Tests — Price and Cost Assumptions
Double εmicro

price −0.008(0.027) 0.340(0.094) 0.232(0.063) 0.090
naics2d×qdate 0.027(0.024) 0.476(0.081) 0.268(0.052) 0.103

Panel C: Stress Tests — IV Construction and Sample Trimming
Quarantine +10q −0.007(0.038) 0.374(0.106) 0.282(0.076) 0.108

Training +10q −0.019(0.031) 0.350(0.094) 0.240(0.064) 0.093
No shrinkage −0.010(0.034) 0.347(0.095) 0.202(0.056) 0.079

p(10 90) trimming 0.016(0.025) 0.683(0.084) 0.292(0.073) 0.111
Flex2d not missing 0.050(0.034) 0.353(0.079) 0.189(0.041) 0.075

Three patterns are robust across all specifications. First, the service-sector estimate of εmicro
occu remains large

and statistically significant across all rows. Second, the goods-sector estimate remains small and close to zero,
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preserving the sharp goods–services contrast. Third, the implied macro elasticity εmacro
TFP remains economically

meaningful throughout.

G. VAR Details

G.1. Data and Stationary Variables

We use quarterly U.S. data over 1951Q1–2007Q4. Series are from FRED unless otherwise noted; monthly series
are aggregated to quarterly frequency by within-quarter averaging.

Table A.7: Data Sources for the VAR Evidence
Variable FRED code Notes
National accounts (BEA)
Nominal GDP GDP
GDP deflator GDPDEF
Non-durable consumption PCND
Non-durable deflator DNDGRG3Q086SBEA
Service consumption PCESV
Service deflator DSERRG3Q086SBEA
Durable consumption PCDG
Durable deflator DDURRG3Q086SBEA
Private investment GPDI
Investment deflator GPDICTPI
Capacity utilization (Federal Reserve Board G.17)
Capacity utilization CAPUTLB00004SQ Total industry
Interest rates (Federal Reserve Board H.15)
Federal Funds Rate FEDFUNDS
3-month T-bill rate TB3MS Spliced where FEDFUNDS unavailable
Labor (BLS)
Civilian population 16+ CNP16OV
Civilian employment CE16OV
Labor force participation CIVPART
Aggregate weekly hours PRS85006023 Nonfarm business sector
Hourly compensation PRS85006103 Nonfarm business sector
Labor market flows (Martellini and Menzio, 2020)
Unemployment rate —
Vacancy rate — Fraction of labor force; stationary
Job separation rate —
Job finding rate —

The four labor-market rates are constructed from CPS gross-flow data within a unified accounting framework
(Martellini and Menzio, 2020), satisfying the labor-market flow identity by construction.

All series are multiplied by 100 and linearly detrended before estimation. Aggregates are constructed from
the FRED series above: consumption C = PCND + PCESV, investment I = PCDG + GPDI; consumption
and investment price indices pc and pinv are Tornqvist aggregates of the component deflators, weighted by
nominal expenditure shares; the relative-price change is −∆ ln zx = ∆ ln pinv − ∆ ln pc . Real GDP per capita uses
GDP/(GDPDEF × CNP16OV), hours per capita uses PRS85006023 × CE16OV/CNP16OV, and the labor share
is hourly compensation times total hours divided by nominal GDP. The 14-variable stationary vector entering the
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VAR is:

Y VAR
t =



∆ ln(relative price of investment)
∆ ln(real GDP/hours)
4 · ∆ ln(GDP deflator)

unemployment rate
ln(capacity utilization)

ln(hours)
− ln(labor share)

ln(nominal C/nominal GDP)
ln(nominal I/nominal GDP)

vacancy rate
job separation rate

job finding rate
ln(hours/labor force)
Federal Funds Rate



. (A.37)

The five labor-market variables (variables 4, 10–13) serve as controls that reduce omitted-variable bias and ensure
that linear or quadratic detrending makes little quantitative difference.

G.2. VAR Specification

We estimate a reduced-form VAR with 2 lags and a constant:

Ŷ VAR
t = A0 + A1Ŷ VAR

t−1 + A2Ŷ VAR
t−2 + et , (A.38)

where Ŷ VAR
t denotes linearly detrended Y VAR

t . The system is estimated by OLS equation-by-equation. The lag
length of two follows Christiano et al. (2016).

G.3. Structural Identification

We follow Christiano et al. (2010) to identify three structural shocks: an investment-specific technology shock, a
neutral technology shock, and a monetary policy shock.

The two technology shocks are identified by long-run restrictions. The investment-specific shock is the unique
one with a nonzero long-run effect on the relative price of investment, and is normalized so that a positive
realization lowers the relative price of investment (investment goods become cheaper). The neutral shock is
restricted to have no long-run effect on the relative price of investment, and is normalized so that a positive
realization raises real GDP per hour in the long run. The MP shock is identified by a standard short-run recursive
exclusion: the Federal Funds Rate is ordered last, so the MP shock has no contemporaneous effect on any other
variable in the system. These restrictions are satisfied by construction in all model specifications estimated in
Section 5.
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G.4. Impulse Responses and Estimation Targets

Impulse responses are computed over a horizon of H = 16 quarters. The raw impulse responses of the 14 regression
variables are transformed into impulse responses for the 11 economic variables listed in Table A.8, which serve as
estimation targets. The mapping reflects the accounting identities linking the stationary VAR variables back to
levels. Denoting IRFh

j as the horizon-h impulse response of regression variable j (ordered as in Equation (A.37)),
the targets are constructed as follows.

Table A.8: VAR Impulse Response Targets
Target variable Mapping

(1) Real GDP
∑h

τ=0 IRFτ
2 + IRFh

6

(2) Real consumption
∑h

τ=0 IRFτ
2 + IRFh

6 + IRFh
8

(3) Real investment
∑h

τ=0 IRFτ
2 + IRFh

6 + IRFh
9 −

∑h
τ=0 IRFτ

1

(4) Hours worked IRFh
6

(5) Capacity utilization IRFh
5

(6) Relative price of investment
∑h

τ=0 IRFτ
1

(7) Real wage
∑h

τ=0 IRFτ
2 − IRFh

7

(8) Inflation IRFh
3

(9) Federal Funds Rate IRFh
14

(10) Labor productivity
∑h

τ=0 IRFτ
2

(11) Labor share −IRFh
7

Role of labor productivity and labor share targets. Labor productivity and labor share are directly observed in
the VAR but co-linear with other targets through the accounting identity in Table A.8. We nevertheless include
them as explicit separate targets because they are the moments most sharply informative about the occupancy
mechanism: conditional on demand shocks, the mechanism predicts more procyclical labor productivity and a more
countercyclical labor share than utilization alone. We therefore treat these moments as natural discriminators
across mechanisms rather than auxiliary targets. In the robustness analysis of Section 7.4, we remove them
individually and jointly to assess how much the model ranking depends on them.

G.5. Bootstrap Confidence Bands

We construct 95% bootstrap confidence bands using 1000 residual bootstrap draws. For each draw, we simulate
an artificial dataset of the same length as the original sample by resampling (with replacement) from the OLS
residuals and iterating forward using the estimated values of (A0, A1, A2). We re-estimate the reduced-form VAR
and re-identify the structural shocks on each bootstrap sample. The confidence bands are then constructed as
±1.96 times the bootstrap standard deviation of the IRF distribution across draws, yielding asymptotically valid
95% intervals under normality of the bootstrap distribution.

H. Robustness Exercises
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H.1. Comprehensive Impulse Response Comparison Across Model Specifications

This subsection evaluates whether the occupancy mechanism, disciplined by micro-level evidence, improves the
model’s ability to match the impulse responses of key macroeconomic variables.

The labor productivity evidence favors a combination of capital utilization and occupancy. The baseline model
without utilization or occupancy (“None”) generates a counterfactual response to monetary policy shocks, even
when fixed costs account for up to 28% of GDP. Introducing either mechanism in isolation partially mitigates this
discrepancy, but the improvement remains limited. When both mechanisms are combined, the model produces a
procyclical productivity response that largely falls within the VAR confidence bands. In contrast, responses to the
two technology shocks are broadly similar across specifications, as these shocks can be scaled to match empirical
magnitudes.

The labor share evidence favors occupancy over capital utilization. Capital utilization delivers modest
improvements following monetary policy shocks but worsens the fit under technology shocks. By contrast,
incorporating the occupancy mechanism leads to consistent improvements across all three shocks, highlighting its
central role in shaping the joint dynamics of the labor share.

Turning to inflation, the VAR evidence displays a delayed response to monetary policy shocks, whereas all
model specifications generate an immediate increase in inflation. This discrepancy is common in New Keynesian
environments and does not originate from the occupancy mechanism. In our framework, the slope of the Phillips
curve is primarily identified by inflation responses to technology shocks, for which the model responses are more
closely aligned with the VAR dynamics.

The absence of delayed inflation reflects a deliberate modeling choice. In particular, the model abstracts
from working capital financing and labor market frictions emphasized by Christiano et al. (2005, 2016), both of
which can generate sluggish inflation dynamics. While reintroducing working capital can restore delayed inflation
responses, it also introduces an additional wedge that tends to make markups more procyclical following monetary
policy shocks (Phaneuf et al., 2018), complicating the interpretation of markup cyclicality.

Moreover, without discipline on search responses, the implied term εmicro
price · εmacro

TFP can become negative and
excessively large in magnitude (−0.31 in an unrestricted alternative), overshadowing the role of marginal cost in the
Phillips curve. In this case, the occupancy-alone model may generate counterfactual inflation dynamics in response
to expansionary monetary policy shocks when working capital is present, or even violate the Blanchard–Kahn
conditions when it is absent. The micro-disciplined calibration rules out such behavior by ensuring that εmicro

price ·εmacro
TFP

remains small and positive (0.02), leaving marginal cost as the primary driver of inflation, as in the standard New
Keynesian literature.
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Figure A.4: Impulse Responses for the Key Variables

H.2. Sensitivity to Micro-Elasticity Values

We assess robustness along two cuts. First, varying εmicro
occu continuously over [0.15, 0.38] — the full range of

stress-test point estimates in Table A.6 — the occupancy-alone log marginal likelihood remains above the
utilization-alone benchmark of 274.3 at every point (Figure A.5); the advantage does not depend on the central
estimate εmicro

occu = 0.25 used in the baseline. Second, we lower εmicro
search from 0.50 to 0.40, lower εmicro

occu from 0.25
to 0.20, and raise εmicro

price from 0.20 to 0.30. Each perturbation works against the mechanism: lower εmicro
search and

εmicro
occu shrink the numerator of the macro elasticity formula, and higher εmicro

price shifts more tightness movement
into prices and, through the firm-level mapping, implies a lower disciplined εmicro

occu as well. The case εmicro
price = 0.10

favors occupancy and is omitted from the table.
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Figure A.5: Log marginal likelihood of the occupancy-alone model as a function of εmicro
occu over [0.15, 0.38].

Table A.9: Sensitivity to Weaker Micro Discipline
Baseline εmicro

search : 0.50 → 0.40 εmicro
occu : 0.25 → 0.20 εmicro

price : 0.20 → 0.30

None Util alone Occu alone Occu+Util Occu alone Occu+Util Occu alone Occu+Util Occu alone Occu+Util

Log marginal likelihood 214.2 274.3 295.8 322.5 286.9 315.5 282.5 314.9 279.8 319.1
Log likelihood at mode 277.8 318.5 351.3 364.5 342.0 356.2 339.5 358.9 339.6 361.5
Macro elasticity εmacro

TFP 0 0 0.097 0.097 0.081 0.081 0.079 0.079 0.093 0.093
Markup cyc, MP shocks − − − + − + − + − +

Note: “+” denotes procyclical markups, “−” countercyclical, conditional on monetary-policy shocks.

Two patterns deserve emphasis. First, even under the most adverse perturbation (εmicro
price raised to 0.30),

the combined Occu+Util specification delivers a log marginal likelihood of 319.1, exceeding the utilization-alone
benchmark of 274.3 by more than 40 points. The macro elasticity εmacro

TFP remains in the 0.08–0.10 range across
all perturbations, around the disciplined target. Second, the conditional-markup row reveals that procyclical
markups under monetary-policy shocks require both occupancy and utilization: the Occu-alone column produces
countercyclical markups at the mode under every perturbation, while Occu+Util produces procyclical markups
under all of them. The two mechanisms are therefore complementary in generating the markup-cyclicality pattern
documented in Nekarda and Ramey (2020).

H.3. Excluding Labor Productivity and Labor Share from Estimation Targets

Labor productivity and labor share are the two additional targets we include in the estimation relative to Christiano
et al. (2016). To evaluate how these two additional targets affect the model ranking, we consider three additional
specifications in which these two targets are removed individually or jointly.

Table A.10 shows that the occupancy mechanism on top of the capital utilization mechanism always improves
the log marginal likelihood. However, occupancy alone performs better than capital utilization alone only when
labor share is included in the estimation targets. These results indicate that the occupancy mechanism is particularly
useful for replicating the cyclicality of labor share in the data.

Two refinements deserve attention. The asymmetry between NoLP and NoLS is informative: removing labor
productivity barely changes the ranking (occupancy alone still exceeds utilization alone by about 20 log points),
whereas removing labor share reverses it. Occupancy’s quantitative advantage over capital utilization is therefore
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Table A.10: Log Marginal Likelihood under Alternative Estimation Targets

None Occu alone Util alone Occu + Util
Baseline 214.2 295.8 274.3 322.5
NoLP 161.2 234.4 214.6 258.9
NoLS 152.3 224.5 245.4 266.8
NoLPLS 102.1 163.7 185.9 203.3

concentrated in matching the cyclicality of labor share, not labor productivity. Even so, the combined Occu+Util
specification continues to dominate utilization alone across every column: the gap is +48 in the baseline, +44
when labor productivity is excluded, +21 when labor share is excluded, and +17 when both are excluded. Adding
occupancy on top of utilization therefore improves fit even when the moments most informative about occupancy
are removed from the targets.

I. Model Extensions

I.1. CRRA Preferences

The baseline specification, with habit and GHH preferences, rules out wealth effects on search by construction.
This subsection asks whether the occupancy mechanism depends on that restriction. The answer is no: under the
natural fixed-composition benchmark, introducing CRRA wealth effects raises the log marginal likelihood by up to
5.9 points; under a more adverse macro-informed calibration, fit is essentially unchanged relative to the GHH
baseline. The quantitative relevance of the occupancy mechanism survives CRRA wealth effects in either case.

Specification. In the static model, utility becomes

(cA)1−ι

1 − ι
− ζ

(dA)1+ν

1 + ν
.

We place the CRRA curvature on consumption cA inside the kernel, rather than on the bundle cA−ζ(dA)1+ν/(1+ν)
as in the standard GHH–CRRA wrapping. This isolates wealth effects on search through the (cA)ι factor in the
intratemporal FOC while leaving the search-disutility curvature governed by ν alone, so that ι is a clean dial for
wealth-effect intensity on the search margin.

In the quantitative model, the same CRRA component is placed inside a habit composite:

ln(m − ς m−) − η
ℓ1+ξ

1 + ξ
, m ≡ (cA)1−ι

1 − ι
− ζ

(dA)1+ν

1 + ν
.

The intratemporal marginal rate of substitution between search and consumption is ζ(dA)ν(cA)ι. Because the
search disutility sits inside the habit composite m, this MRS is pinned down within the period and independent
of habit. The term (cA)ι captures the wealth-effect content of CRRA, while the within-period form makes clear
which object is needed to identify ν.

Identification of parameters. In the baseline model with ι = 0, the wealth-effect term drops out of the
intratemporal search FOC, so search loads only on the total aggregate cA + xA/zx . Consequently, the four
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search-friction parameters are pinned down before the DSGE estimation by four static restrictions using the micro
moments summarized in Section 3:

γ = 1 + εmicro
price , ρ = 1+εmarkup

1−φ ,

φ = εmicro
occu , ν = (εmicro

search)−1 + (ρ− 1) − 1.

The last restriction follows from the intratemporal search FOC

ζ(dA)1+ν = (ρ− 1)(cA + xA/zx ),

which directly connects dA to the total aggregate cA + xA/zx . Combining this condition with the within-period
budget relation gives the mapping from real spending e/P to search. In this GHH case, the search elasticity εmicro

search
is enough to identify ν, and the dynamic parameters estimated from VAR impulse responses do not enter the
discipline of ν.

Once ι > 0, the intratemporal search FOC becomes

ζ(dA)1+ν(cA)ι = (ρ− 1)(cA + xA/zx ).

Log-linearizing this condition yields

(1 + ν) d ln dA + ι d ln cA = d ln(cA + xA/zx ). (A.39)

The identification of (γ,φ, ρ) is still unchanged. The difference is that ν now also depends on how cA moves
relative to the total aggregate cA + xA/zx . Without an auxiliary composition object, this co-movement would
be pinned down inside the Bayesian estimation, through the dynamic parameters governing consumption and
investment. Then, ν would have to be identified jointly from the micro search elasticity, the VAR evidence, and
the dynamic model restrictions.

To avoid turning the CRRA robustness check into a joint macro identification exercise for the search curvature
ν, we introduce a consumption-composition elasticity εmicro

comp that summarizes the local co-movement of cA and
cA + xA/zx . This replaces the joint macro identification step with one transparent auxiliary input:

εmicro
comp ≡ d ln cA

d ln(cA + xA/zx ) , (A.40)

which amounts to calibrating ν from the search elasticity through

ν = (1 − εmicro
comp ι)

[
(εmicro

search)−1 + (ρ− 1)
]

− 1. (A.41)

Thus εmicro
comp is not estimated inside the DSGE estimation. It is an auxiliary sensitivity input that closes the CRRA

search calibration. For given (ι, εmicro
search, ρ), a lower εmicro

comp raises the implied ν, makes search disutility more convex,
and weakens the search response. Lower values of εmicro

comp therefore work against the occupancy mechanism.
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This calibration choice is conservative on identification grounds. Estimating εmicro
comp jointly with ν inside

the DSGE estimation would conflate the within-period search-curvature parameter with general-equilibrium
consumption-investment co-movement — precisely the conflation that our static identification strategy avoids
in the GHH baseline. Treating εmicro

comp as an auxiliary input preserves the separation between micro discipline and
macro estimation.

A macro-informed value of the consumption-composition elasticity. We do not directly observe εmicro
comp in the

micro evidence. We therefore report two values. The benchmark εmicro
comp = 1 corresponds to fixed composition,

which amounts to calibrating ν as if consumption and investment moved proportionally. As a sensitivity check,
we also use the SVAR identified in Appendix G to discipline a lower value of εmicro

comp . Figure A.6 plots, separately
for the three identified shocks, the consumption response against the consumption-plus-investment response in
GDP-deflator units. The pooled OLS slope through the origin is 0.86.
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Figure A.6: Consumption response against consumption-plus-investment, by identified shock, in GDP-
deflator units. Pooled OLS slope through the origin: 0.86.

The VAR-based value is informative but imperfect. Aggregate investment is especially volatile because
it responds to expected returns. Hence, the SVAR composition response need not coincide with the relevant
micro-level consumption-composition elasticity. We therefore adopt εmicro

comp = 0.86 as a macro-informed sensitivity
value, not as an independently identified micro moment. Since εmicro

comp = 0.86 < 1 weakens the CRRA search
response relative to the fixed-composition benchmark, it is the more adverse case for this exercise.

Estimation. We do not estimate ν jointly with the dynamic parameters. For each value of εmicro
comp , we re-estimate

the occupancy-alone model under ι ∈ {0.25, 0.50}, recalibrating ν via Equation (A.41) and estimating the
remaining macro parameters by Bayesian methods. Hence the CRRA exercise does not add a freely estimated
search-curvature parameter to the DSGE likelihood. Table A.11 reports the resulting log marginal likelihoods and
log likelihoods at the mode.
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Table A.11: Log marginal likelihood and mode log-likelihood of the occupancy-alone model under CRRA
preferences, by (ι, εmicro

comp).

εmicro
comp = 1.00 εmicro

comp = 0.86

ι = 0.00 ι = 0.25 ι = 0.50 ι = 0.25 ι = 0.50

Log marginal likelihood 295.8 297.5 301.7 295.7 295.8
Log likelihood at mode 351.3 352.3 359.2 351.3 351.7

At the benchmark εmicro
comp = 1, introducing CRRA wealth effects raises the log marginal likelihood. At the

macro-informed value εmicro
comp = 0.86, the log marginal likelihood differs from the GHH benchmark by less than 0.1

point (295.7 and 295.8 versus 295.8). The table suggests that allowing CRRA wealth effects does not overturn
the quantitative relevance of the occupancy mechanism.

I.2. Search-Free Visits and On-Demand Capacity

We also consider two orthogonal extensions that modify the occupancy environment directly. These exercises
do not introduce a wealth-effect term in the search FOC, so the consumption-composition elasticity εmicro

comp is
irrelevant.

Operationally, ϱ scales down the customer-firm interactions that require search effort by replacing (dA)1+ν with
(dA −ϱ dA

ss)1+ν in search disutility, whereas ϖ scales up the production capacity that is created contemporaneously
rather than pre-installed by replacing the marginal cost of production capacity MCcap with [ψf (Q) + (1 −ϖ)(1 −
ψf (Q))] · MCcap. According to our derivation in Appendix A.3, both extensions preserve the sufficient-statistic
mapping. Table A.12 reports the results of these extensions.

Both extensions raise the log marginal likelihood monotonically across the perturbation range [0, 0.50], with
gains between +1.6 and +7.0 points. The largest improvement comes from on-demand capacity (ϖ = 0.50),
suggesting that relaxing the “all capacity is pre-installed” assumption matters more than relaxing the “all visits
require search” assumption.
Table A.12: Log marginal likelihood and mode log-likelihood of the occupancy-alone model under the
search-free-visit (ϱ) and on-demand-capacity (ϖ) extensions.

ϖ = ϱ = 0 ϱ = 0.25 ϱ = 0.50 ϖ = 0.25 ϖ = 0.50

Log marginal likelihood 295.8 297.4 299.1 298.9 302.8
Log likelihood at mode 351.3 353.1 354.6 353.3 358.2

The occupancy mechanism’s quantitative relevance is therefore robust to — and modestly strengthened by —
relaxing the baseline assumptions that all merchant visits require search (ϱ = 0) and all capacity is pre-installed
(ϖ = 0).
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I.3. Bringing Working Capital Back

In the main text, we deliberately omit working capital loans. The cost channel from working capital mechanically
depresses markups under contractionary monetary shocks — a parallel margin that would conflate with the
occupancy mechanism’s own markup implications under demand shocks. Here, we reintroduce working capital to
verify that the occupancy mechanism survives this stress test.

It does — and more. Under the working-capital environment, the combined occupancy-and-utilization
specification achieves a log marginal likelihood of 331.7, exceeding even its baseline value of 322.5 (Table A.13).
All specifications with occupancy generate a hump-shaped inflation path closer to the VAR evidence (Figure A.7).

The single-mechanism comparison is more nuanced. With working capital active, the occupancy-alone log
marginal likelihood drops sharply (295.8 → 253.4), while utilization-alone improves slightly (274.3 → 279.6).
The asymmetry is consistent with how the two mechanisms absorb cost-channel pressure: utilization provides
an additional margin for absorbing contractionary cost shocks, freeing the occupancy channel to deliver its
activation-margin role; with only occupancy in the model, the cost channel directly pressures the same margin and
the marginal-likelihood performance deteriorates.

The Occu-alone marginal-likelihood deterioration should be interpreted cautiously. At the posterior mode, the
working-capital occupancy-alone model fits the IRFs almost as well as utilization alone: the mode log-likelihood
is 319.6 versus 322.7, whereas the log marginal likelihoods differ by 26.2 points. The gap is consistent with
a prior-mode mismatch on ϕπ, whose mode of 2.71 is 6.7 prior standard deviations from the prior mean of
1.70, rather than IRF deterioration. The combined Occu+Util specification continues to dominate under both
environments, so the working-capital extension recovers the empirical hump-shape inflation response without
overturning the paper’s structural Phillips-curve-slope finding (Section 6.3).
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Figure A.7: Inflation and Markup under Monetary Policy Shocks: the Role of Working Capital

Table A.13: Comparison of Marginal Likelihood: Baseline vs. Working Capital

None Occu alone Util alone Occu + Util
Baseline 214.2 295.8 274.3 322.5
Working capital 225.0 253.4 279.6 331.7
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